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Introduction

Over the past five years we have been involved in numerous research projects with the goal of building e-learning systems or components that contain "intelligent" features.  These features are typically diverse, and include collaborative filtering, information visualization, data mining, and instructional planning.  This research has resulted in a number of different tools that are used to deliver education at our institution (e.g. the iHelp Courses [1] learning content management system and the Recollect [2] video course casting system), as well as various research implementations used to study particularly interesting phenomena we have observed (e.g. the Open Annotation and Tagging System [3]).  Through our work we have gained some insights into what works and what doesn't when dealing with Semantic Web and Web 2.0 technologies.  Perhaps more interestingly, we have identified trade-offs between the two technologies that suggests they may not be diametrically opposed to one another; however, there may be reasons to choose one and not the other.  The educational domain we have been principally interested in is undergraduate level Computer Science, but we believe that the lessons we have learned are largely independent of this domain.

This chapter will describe three different Semantic Web and Web 2.0 themes we have investigated.  The first of these themes focuses on architecture, and is the direct result of our previous investigation of agents as brokers of semantic information in e-learning applications.  The application we developed, the Massive User Modelling System (MUMS) [4], is a semantic web middleware research prototype.  Its goal is to act as both an aggregator and specialization system for semantic information being generated by e-learning applications.  The information collected by MUMS could then be used to reason and react to the choices a learner would make in a heterogeneous learning environment.  This system was built in 2003 and used in conjunction with the iHelp Courses and iHelp Discussions learning environments until 2005.

The second theme that will be discussed is the form and semantics of metadata associated with learning content.  Informed by our work implementing a learning content management system, we will focus specifically on the challenges in integrating metadata with learning objects using semantic web technologies.  Metadata is a broad topic and a comprehensive treatment of the issues is outside of the scope of this chapter.  Instead, we will give particular treatment to the issue of why we need metadata, and argue that the creation of metadata should not happen without thought about how the content is likely to be used.

The discussion of metadata will dovetail with our third theme, how end users can explicitly create metadata.  In this part of the paper we describe two systems we have deployed aimed at end-user created metadata: CommonFolks and the Open Annotation and Tagging Systems (OATS).  These systems use a mix of social and semantic web technologies, and experiences with user studies will be used to describe how social semantic web technologies are used in practice.

Explicit metadata creation begs to be followed up by a discussion of implicit metadata creation.  The fourth section of this paper will describe two data mining projects underway that look separately at the content or usage of learning resources to understand more about how they can be reused. We conclude with a synopsis of the main lessons we have learnt, as well as a brief discussion of where we see social and semantic learning technologies heading in the next decade.

1. Semantic Web Architecture

The last twenty years have seen an explosion in the diversity and scale of e-learning environments.  Scientific and education research in the fields of artificial intelligence in education, intelligent tutoring systems, computer supported collaborative learning, and the learning sciences have resulted in a wide range of different pedagogical approaches and software solutions for increasing engagement and learning outcomes.  The diversity of these solutions has been amazing, and as technologies have changed, so too have the frameworks that researchers are using to communicate between various components of their systems. Various paradigms have been used for component interaction, including agent-oriented programming, remote method invocation, and service-oriented architectures. Similarly, the advent of the web has helped to distribute learning content for a low cost to people all over the world.  While content started off as simple text with accompanying graphics, it has very quickly grown to include online assessment, interactive applications, and even graphics-intensive virtual worlds.  The increase in quantity and diversity of content has created a challenge for educational institutions to manage this content in effective ways. Learning Content Management Systems (LCMSs), such as WebCT and Moodle, are now common place at higher education institutions across the globe, and with the introduction of the Shareable Content Object Reference Model (SCORM) specifications [26] penetration into corporate training environments is also on the rise.  Despite the vast array of functionality required by different institutions, the LCMS market is controlled by a few major players (e.g. Blackboard), with more diversity in niche areas usually associated with a particular subject field (e.g. the health sciences).

In addition to accessing research prototypes and content management systems, students are increasingly turning to web-enabled tools to assist in their learning.  Computer mediated communication tools such as discussion boards, blogs, micro-blogging, and wikis are often used to aid in learning, even if not officially endorsed by the instructor or the institution. Tying into the data being created by these tools represents a significant opportunity for e-learning based semantic web researchers, but the challenge of integrating both functionally and semantically with these tools is not simple. In the past [5] we have leveraged agent-based solutions to help mediate this process.  Individual agents representing users, processes, or pieces of data can negotiate with one another and trade information as needed. At a metaphorical level this increases cohesion and data encapsulation, but has the negative effect of increasing the coupling and dependencies of agents to one another.  At first consideration it may seem contradictory that there is an increase in dependency when agents are considered autonomous (as they often are). However, here the question of semantics is really where the dependency exists: at a semantic level as agents exchange information between themselves for different purposes they need to have a shared vocabulary both for data transport (e.g. speech acts) as well as metadata (for reasoning). Semantic web technologies (notably RDF [28] and OWL [29]) are appropriate for creating semantically meaningful data markup, and there has been much work (e.g. FIPA [30], etc.) done in creating semantics for speech acts.  However, arriving at a shared conceptualization in a distributed system is not a trivial issue.  Changes to this conceptualization often require a retooling of many of the applications in the learning environment to "speak" according to the new semantics.  Changes also often increase the need for agents to depend on and negotiate with one another about the data being exchanged as the semantics of how this data is represented may also have changed.  Thus the semantics of the information being exchanged between agents couples those agents together. Classical agent systems often implement bidirectional agent communication which further reduces the resiliency of the system to semantic changes.  The blackboard architecture [31], originally developed for speech understanding research at Carnegie-Mellon University and explored more widely in distributed artificial intelligence research, has similar problems. While the “knowledge sources” in a blackboard architecture are nominally independent, they often have implicit dependencies that must be understood by the designers if the resulting application system is to work effectively. What is needed is a distributed systems approach that keeps needed modularity, yet puts structure on both the entities and the flow of information in the system that is appropriate to the application domain that makes the dependencies explicit. This is the goal of the Massive User Modelling System (MUMS) [4], designed for use in systems, such as e-learning systems, that must flexibly respond adaptively to differences in users and context.

MUMS draws from the producer-consumer model to identify a higher level information flow in Semantic Web systems, especially those used for e-learning.  While MUMS is aimed at sharing data about users, a similar model could be used for sharing any form of data.  In our model we separate components (or agents, provided their autonomy remains limited) into three categories (Figure 1):

1. Evidence Producers: observe user interaction with an application and publish opinions about the user. These opinions can range from direct observations of the interaction that has taken place, to beliefs about the user’s knowledge, desires, and intentions. While the opinions created can be of any size, the focus is on creating brief contextualized statements about a user, as opposed to fully modelling the user.

2. Modellers: are interested in acting on opinions about the user, usually by reasoning over these to create a user model. The modeller then interacts with the user (or the other aspects of the system, such as learning materials) to provide adaptation. Modellers may be interested in modelling more than one user, and may receive opinions from more than one producer. Further, modellers are often situated and perform purpose-based user modelling by restricting the set of opinions they are interested in receiving.

3. Broker: acts as an intermediary between producers and modellers. The broker receives opinions from producers and routes them to interested modellers. Modellers communicate with the broker using either a publish/subscribe model or a query/response model. While the broker is a logically centralized component, different implementations may find it useful to distribute and specialize the services being provided for scalability reasons.

The principal data artifact that these components exchange is the opinion. Specifically, an opinion is a temporally grounded codification of a fact about a set of users from the perspective of a given event producer.  Particular importance should be paid to the issue of perspective; different components may have different models of what a user is doing and why. Opinions are used to influence those models through reasoning, but not replace them. In this way, the data exchange is more than a remote method invocation (e.g. CORBA, or Web Services) and much more analogous to the kinds of jobs in which one expects agents to be used.
This three-entity system purposefully supports the notion of active learner modelling  QUOTE "[17]" 
[17]
. In the active learner modelling philosophy, the focus is on creating a learner model situated for a given purpose, as opposed to creating a complete model of the learner. This form of modelling tends to be less intensive than traditional user modelling techniques, and focuses on the just-in-time creation and delivery of models instead of the storage and retrieval of models. The MUMS architecture supports this by providing both stream-based publish/subscribe and archival query/response methods of obtaining opinions from a broker. Both of these modes of event delivery require that modellers provide a semantic query for the opinions they are interested in, as opposed to the more traditional event system notions of channel subscription and producer subscription. This approach decouples the producers of information from the consumers of information, and leads to a more easily adaptable system where new producers and modellers can be added in an as-needed fashion. The stream-based method of retrieving opinions allows modellers to provide just-in-time reasoning, while the archival method allows for more resource-intensive user modelling to occur. All opinions transferred within the MUMS system include a timestamp indicating when they were generated, allowing modellers to build up more complete or historical user models using the asynchronous querying capabilities provided by the broker.  In our implementation of this architecture, we use the RDQL [27] query language for registering for opinions of interest, and RDF/OWL for the data format of opinions.  This allows Modellers to both ask for opinions that fit both schematic queries (e.g. when a user has read some content) as well as queries that are instance specific (e.g. when a user has read the content on the artificial intelligence topic of language translation). By applying the adaptor pattern  QUOTE "[8]" 
[6]
 to the system, a fourth entity of interest can be derived, namely the filter. 
4. Filters: act as broker, modeller, and producer of opinions. By registering for and reasoning over opinions from producers, a filter can create higher level opinions. This offloads the amount of work done by a modeller to form a user model, but maintains the more flexible decentralized environment. Filters can be chained together to provide any amount of value-added reasoning that is desired. Finally, filters can be specialized within a particular instance of the framework by providing domain specific rules that govern the registration of, processing of, and creation of opinions. Filters are not built-in components of the system, but are an example of how the system can be extended using well-known software engineering techniques. Designers can choose to use filters, if they like, to essentially allow the creation of “higher level opinions”.
Interactions among the MUMS entities are shown in Figure 1. Some set of evidence producers publish opinions, based on observations of the user, to a given broker. The broker routes these opinions to interested parties (in this case, both a filter and the modeller towards the top of the diagram). The filter reasons over the opinions, forms derivative statements, and publishes these new opinions back to the broker and any modellers registered with the filter. Lastly, modellers interested in retrieving archival statements about the user can do so by querying any entity which stores these opinions (in this example, the second modeller queries the broker instead of registering for real time opinion notification).
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Figure 1. A logical view of the MUMS architecture from [4].
This architecture addresses concerns people have had in the past with distributed e-learning systems.  First, the architecture clearly separates the duties of creating semantic information and consuming it, and weights the reasoning in the system towards modellers and filters.  This reduces the overhead required by application developers when integrating their systems with more research-focused software.  This allows for both robustness and extensibility in the e-learning environments as a change in the evidence being created by a given evidence producer only impacts modellers that have explicitly registered for those messages.  Further, the availability of a modeller to receive data doesn't impact the evidence producers, as they have no bidirectional contact between one another.

While this architecture addresses the issues related to sub-optimal communication between components within an e-learning system, it does not address the issue of changes at the conceptual (e.g. schematic or ontological) level.  New ontologies being introduced by designers of Evidence Producers need to be shared with Modeller designers who intend to use this data.  However, unlike a traditional agent system, these designers do not have to implement, test, and deploy their changes in a coordinated fashion to maintain the robustness of the overall e-learning solution.  Instead, their communication can take place asynchronously, with the Evidence Producer designers (often traditional software engineers) adding new semantics when they are available to be captured, and Modeller designers (typically research-focused individuals) subscribing to these semantics when needed. 

2. Learning Object Metadata

While Semantic Web and Web 2.0 technologies were being developed by information technology researchers and practitioners in the late 1990's, work was also beginning on standards for describing educational content.  The most popular and comprehensive approach taken, the Learning Object Metadata (LOM) standard [7], was finalized in 2004 and has seen significant adoption by educational technology vendors.  But the effectiveness of this standard has been questioned by some, including ourselves [8].  Principal among our issues with the LOM is its extremely broad goal "…to facilitate search, evaluation, acquisition, and use of learning objects, for instance by learners or instructors or automated software processes". [7]
Our experiences when using the LOM to categorize learning content illuminated that it is often very difficult to annotate content in a way that it was both intuitive to humans as well as logically clear for software processes.  For example, human annotators typically use free-form text and abbreviations as well as local terminology when identifying the topics that are being covered in a piece of content.  Despite the creation of application profiles aimed at standardizing vocabularies to particular schema (e.g. CanCore [9]), annotators often diverge from these schemes and use content-specific wording.  While this may be reasonable for humans involved in the metadata process (the idea being that someone searching for a particular piece of content will have enough domain knowledge to know how that content was described), the lack of standardized vocabularies makes comparison between pieces of content by software processes very difficult.  This becomes even more of an issue when fields in the LOM have a form that implies rigorous semantics to human users of the metadata but that may be misinterpreted by automated reasoning tools.  In some of our earlier work [10] we had to modify the lifecycle element in the LOM to provide unambiguous versioning semantics similar to those available in software configuration management systems.  This resulted in an immediate trade off: in order to support functionality such as calculating the differences between versions of (and thus observing the evolution of) learning content, the lifecycle element needed to include information about how the content had changed structurally and semantically.  This metadata turned out to be fairly verbose and decidedly unreadable by humans, but was easy to manipulate to show both renderings of a particular version of content as well as visualizations of how content had changed over time.  Both of these experiences led us to conclude that the purpose and audience of metadata needs to be considered in detail before making schema to handle such metadata.  Overly broad metadata definitions make achieving specific purposes difficult, especially if the goal is to handle that purpose computationally instead of by human actors.

Once the question of purpose and audience have been determined, ensuring the reliability of the form of metadata in deployed systems is key to achieving a given purpose.  Unfortunately, most learning object metadata tools have limited validation abilities built in, a practice that has not changed significantly in the five years since the LOM has been finalized. For instance, while LOM contributors can have a variety of different roles (e.g. author, publisher, instructional designer, etc.), they are represented using the vCard syntax, which was (again, broadly) “intended to be used for exchanging information about people and resources.” [11] In a study using five different cross-cultural learning object repositories, Friesen [12] was unable to find a single conformant piece of vCard information in more than 3,000 metadata instances.  In response, there has been some research in how to automatically create metadata directly from learning object content (e.g. [13], [14]). In the experiments run by [13], only a small set of fields (less than 25%) could be data mined from learning object content and even then many of the automatically generated fields disagree with the values set by content experts.
We further explored this issue of reliability of e-learning metadata through a collaborative tagging study. We used the Automatic Metadata Extractor application [14] to data mine learning content (a single page of HTML) and create a list of keywords that describes it. We also surveyed students (n=200), and instructors (n=2) to see what keywords they would associate with the content.  After normalizing the results, we observed that human keywords differed in a couple of ways from those that are automatically data mined.  Firstly, human annotators often used "tag phrases" instead of single words, where a set of words together describe the content (e.g. case based reasoning). Student keywords also had a much lower signal-to-noise ratio  (sometimes being made up of seemingly random content), while instructor keywords were often based on high-level concepts being described, and data mining keywords were based on specific occurrences of text in the web page.  Surprisingly, inter-rater reliability between the two instructors was low as well as the inter-rater reliability between subjects in the student group and inter-rater reliability between students and instructors.  Figure 2 explores the results of our analysis, and shows that while a few keywords showed relatively high agreement between students, only a few keywords were agreed upon by both of the instructors.  Interestingly, many of the keywords that were automatically generated by the metadata extractor application were in either the student or the instructor keyword set.
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Figure 2. Comparison of student keywords, subject matter expert keywords, and Automated Metadata Extractor keywords from [15]


This experience, along with the observations of Friesen and others, have demonstrated to us that agreement amongst metadata values are likely to be low in some circumstances.  Disagreement can happen for a number of reasons, some of which are tolerable (e.g. a difference of opinion) while some are not (e.g. an incorrectly formatted data field, in this case the semantic of the tags which are similar should be used). Collaborative tagging and related web 2.0 technologies encourage diverse metadata values.  Similar to other collaborative tagging studies, figure 2 demonstrates a power curve when looking at the uniqueness of tags being generated by a larger population (in this case, the student population).  When designing tools to make use of metadata collected in this manner, effort should focus on methods and interfaces for using a diversity of results instead of trying to distill the metadata into an authoritative set of "true" pieces of metadata.  This runs counter to Semantic Web approaches, where software is relying on first order logic being present in the metadata schemas themselves.

3. End User Created Explicit Metadata

As discussed, standardized and comprehensive metadata schemas sometimes lack in their applicability to actual end use. At the same time our own experiments have shown that there can be a sizeable disparity between how learners view learning content, as compared to instructors (experts) or automatic methods. In contrast to traditional metadata and modelling approaches, the active learner model paradigm suggests that: 

“… the emphasis [should be] on the modelling process rather than the global description. In this re-formulation there is no one single learner model in the traditional sense, but a virtual infinity of potential models, computed ‘just in time’ about one or more individuals by a particular computational agent to the breadth and depth needed for a specific purpose. Learner models are thus fragmented, relativized, local, and often shallow. Moreover, social aspects of the learner are perhaps as important as content knowledge.” [23]

These contrasting views along with the movement towards social web applications have led us to investigate the applicability of metadata explicitly created by end users.  Our initial approach for learner created metadata was done through the CommonFolks application, which allowed users to create “semantically rich” tags to label and organize learning content. Unlike traditional metadata schemes, socially created tag sets have the desirable property that they allow for many points of view to be represented (in the different tag labels) as well as encouraging consensus (as demonstrated in our tagging experiment, Figure 2). Tagging can be used by end-users as both a tool for organization as well as a tool for reflection based on how learning content is labeled. 

We had the further goal of being able to reason over created tag metadata, but collaborative tags provided several obstacles to the reasoning process.  The first obstacle is that collaborative tags typically do not provide a predicate relationship to identify how labels are related to the content they label.  For instance, the tag "Christopher Brooks" might be used to identify an individual and relate that individual to a piece of content.  But the details of the relationship are lost; is that person an author of the content, the publisher of the content, or a student who has used the resource previously?  Second, tag labels are not unambiguous, so determining the exact meaning of a tag may difficult. For example, consider a learning resource labeled simply with “python”. The content could equally be an introduction to the programming language, or an article describing a group of snakes. Extending this example, and assuming the resource is about snakes, without a “semantic” relationship the resource could be a picture of a snake (predicate: “picture of”) or an article describing something related to snakes (predicate: “about”). 

Based on these two main constraints on the typical collaborative tagging process, we produced a prototype called CommonFolks that would allow the creation of semantic tags. Learners create bookmarks based on resource URLs in a central repository where they can be unambiguously described.  Disambiguation happens through the use of base annotations on selected concepts from an extendable database (based on WordNet), and include predicate relationships for typical tag labels. 

In a typical tagging system, a user might describe an HTML tutorial with the tags “tutorial”, “html”, and “intermediate”.  In CommonFolks the user would first describe some pedagogical information about the resource (e.g. it is a "tutorial", see Figure 3).  Next, semantic tags would be added such as “[has] topic: hypertext markup language”, with each part of this description being disambiguated using the concept database described previously.  Previous experiences with annotating content suggest that subject matter experts want to use local terms, so we included provisions that would allow the concept database to evolve through end-user additions.  New concepts would need to be first provided with a definition, however, and the relationship between the new concept and existing WordNet concepts would need to be defined. 
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Figure 3. A resource that has been added and tagged in CommonFolks.
The motivation for a student (or end-user) to use CommonFolks is the same as with typical collaborative tagging: to enable a simple scheme for personal organization.  The advantage with CommonFolks over typical tagging is that it would enable improved browsing and searching facilities based on semantically created tags. However, CommonFolks revealed one significant issue with such an approach, which was discovered after testing with end-users: compared to other collaborative tagging systems we were providing substantially more overhead in tag creation. In other systems, tags are typically created by simply typing the first words that come to mind without much regard for the semantic relationships these tags encode, whereas CommonFolks requires more in terms of the amount of time and effort for creating each tag. The resistance to overhead in semantic tagging was also shown with Fuzzzy created by Roy Lachica [22]. Fuzzzy is different from CommonFolks in that it does not require users to disambiguate tags from the outset; rather, users can explicitly relate tags to provide semantics whenever they wish. For example, a user can say the tag “chapter” is “part of” the tag “book”. The motivation for the user to engage in this semantic authoring task of relating tags is to get more specific search results, since tags could be explicitly disambiguated and related.  However, Lachica found after a community of users had formed around the website’s use that very few people employed the semantic authoring capabilities (< 1% of the community engaged in this type of authoring) [22]. We suspect this is because the motivation to engage in defining tags semantically is not strong enough to overcome the effort required.  

The problems with both the CommonFolks and Fuzzzy approaches are akin to well known problems that have been found in structured messaging systems [32]. Structured messaging systems, like CommonFolks, enforce a sort of global structuring upon their users in an effort to more effectively manage collections of information.  Such systems have been investigated as an alternative to email (which is largely unstructured).  However, in this context they never have caught on – users seem to opt for evolving their own structure.  Another example is that of wikis. In Wikipedia articles about cities contain structured templates, including standard information such as country and population.  These templates were not created by Wikipedia programmers, yet such templates exist for many different categories of information; instead they have evolved over time through user created conventions in an ad hoc manner. In this light, it maybe that CommonFolks is still too structured (requiring too much overhead) for its potential users. We may also draw further parallels between our experiences and the differences between semantic and Web 2.0 technologies more generally, where the former in a way imposes structure while the latter does not (yet structure may evolve when needed).

We anticipate that the CommonFolks or Fuzzzy approaches may be improvements for highly motivated annotators (such as content developers or instructional designers) in terms of usability, while maintaining ample expressivity for purposes of reasoning.   However, results of our studies suggested that the average learner is unlikely to engage in this new type of organizational method unless it is required by an instructor for some pedagogical purpose.  Similar approaches for authoring semantic data have been more widespread with semantic wikis, such as OntoWiki [17]. These systems extend wikis with the ability to reference and link data, based on an ontology. However, given our experiences we worry that these too will be short-lived; again, the effort required of casual authors is too high.

Other more practical approaches are underway which pull data from social software sources and represent them directly in ontological forms. Most notably dbpedia (dbpedia.org) [18] is a project that collects data from Wikipedia and keeps it in a semantic database.  It is able to do this by directly scraping data from the consistently structured data templates that are created for certain types of articles (as described above). Once this data is aggregated and semantically represented in dbpedia, sophisticated queries are possible, such as “List all 19th century poets from England.”  This approach seems to be successful because it is able to leverage the existing structure in an abundant source of human created metadata, rather than imposing a certain style of metadata creation upon its authors.

Based on our experiences with CommonFolks, we began to focus on providing ample motivation for use by learners when organizing and sharing ideas about learning content.  The Open Annotation and Tagging System (OATS) provides a set of tools inspired by related systems that have emerged from work in web annotations, social navigation, web service architectures, and e-learning; and is an extension of the work that had been started by others with the AnnotatEd system [21].  The principal goal of OATS is to study the benefits and problems associated with social annotation tools for learners and instructors in online education environments.  We aim to provide tools to effectively organize and navigate learning content.  Learners’ personal organization and reminders are made available to both themselves and other users of the system.  Part of our goal for OATS was to create a system that would allow us to post process these explicitly created annotations, and to assess its applicability as a learner created source of metadata.  We stress an important distinction here between explicit annotations (those annotations created by a student for a particular purpose), and implicit annotations (those annotations resulting directly from usage or that are inferred by the system from usage).

The metaphor behind OATS was similar to highlighting text in a traditional book.  Creating a highlight in OATS is achieved by typical click-and-dragging selections, and results in a request to create an explicit annotation.  OATS automatically changes the selection to appear as a highlighted piece of text that will reappear when the learner revisits the page.


[image: image4]
Figure 4. Highlight annotations created by OATS within iHelp Courses (highlighted text have slightly darker background – appear yellow in the system). 

We selected highlighting as the basis of annotations because it was the simplest explicit interaction available that could provide some benefit for learners.  By selecting a piece of text, the learner is essentially reminding themselves that they found something of interest in the passage.  We extended the highlighting metaphor to the group by displaying highlights based on a histogram. Both personal and group highlights can be turned on and off by the leaner at any time (Figure 5).  

[image: image5.emf]
Figure 5. OATS displaying the highlights of all learners, through a highlight histogram (originally pink, shown as a dark grey background of differing heights). Also displayed are the individual learner's own highlights (originally yellow, here the light grey background). For example the text “observed in MUDs and massively multiplayer online role-playing games”, has been highlighted by the user (light grey), and by other users (dark grey highlights of differing heights).

Group highlights allow users to get a quick view of what their peers thought were the most important passages.  The group highlights are discretized into 3 levels showing the strength of interest in a particular part of the text; the higher the pink highlight the more interesting a particular part of the text is to all learners.  

OATS also allows tags (keyword-based) and notes (longer free-text) to be added on a per highlight basis.  Any highlight, whether personal or group-based, may be selected.  Selecting a highlight displays a popup that shows all highlight-associated tags and notes that have been added by the viewing learner and their peers (see Figure 6).
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Figure 6. The annotation interface, which is presented to a learner after clicking on a highlighted piece of text.

We performed a trial to assess the use of OATS as part of a senior undergraduate face-to-face class on ethics and computer science.  This course discussed the implications and impacts of information technology on society.  Part of student assessment was based upon reading a number of articles each week and discussing them within the iHelp Discussion forum.  For two weeks during the course students used OATS instead of the discussion forum to create annotations within the documents, and they used the notes facility to discuss points of interest.  Students were also reminded that OATS would provide them the added benefit that it would allow them to organize their readings for review before the final exam.  We captured student interactions with OATS and also provided a follow-up usability questionnaire after the end of the two week period. 

Before the study we hypothesized students would enjoy the time-savings of using a single system where they did not need to switch application contexts to read content and make comments. Further, because these notes and highlights could be organized using tags, we expected that students would find tags a useful means to organize discussion-based information and would use them for studying for the course.  We anticipated that the tag usage would be widespread and consistent enough to encourage future assessment as an appropriate source for learner created metadata.

Overall, we found that the students found the system easy to use.  The students liked being able to highlight text, and one even described it as being “enjoyable”.  What was an even more popular feature was viewing group highlights, as students found it valuable to see how others were annotating content.  One student noted that, “if other classmates highlighted something it helped me realize it's significance especially if i [sic] overlooked it.”  Further, students found that highlights afforded targeted discussion. One student noted that, “… the iHelp [Discussion forum] lends itself to a broader array of unrelated topics, whereas OATS tends to result in more focused discussion on a narrower set of topics. One could see this as good or bad I suppose, depending on the circumstance.”  We hypothesize that this view was a result of comments being made within the context of a specific passage of text; so, comments must be focused to make sense in terms of a passage. Students did find that the existing interface constrained their ability to find and read discussions.  We believe this shortfall could be largely overcome with a redesign of the system, and is not surprising as the current interface was designed with note-taking in mind, rather than use as a discussion forum.

With regards to the tagging behaviour, we hoped that the success of the other parts of OATS would lead users to tag abundantly and consistently.  However, studying the usage data of the students, we found most learners engaged in “tire kicking” behaviour; it seemed learners tried tagging but quickly abandoned it.  The most prolific tagger of all students (who accounted for over 40% of tags created) commented, “I wasn't able to utilize the tag function as well as I wanted. I found myself adding a lot of tags, as I'm experienced with tagging, but very rarely searching for tags. Although, this may reflect upon the nature of the course; I think other more technical courses could offer a lot more of a benefit to tagging.”  This being said, we also got the impression from the comments of other students that the motivation for tagging was largely absent, despite the potential benefits of helping to organize themselves for the final exam.  Our findings also suggested that that for tagging to be applicable and widespread, it needs to be persistent and span some length of time, where recalling individual documents and passages without an organization scheme would suffer. For example, being able to apply tags over an entire course or over several academic years may help provide ample motivation for their use.  In the case of our institution, most courses are offered in a face-to-face situation and online content is sporadically used and largely supplemental. 

Our experiences in developing and using both OATS and CommonFolks, have had mixed results. We have identified several new techniques that allow users to interact with learning content and create metadata (some ontological in nature) in a usable and straight-forward manner.  We also have several important lessons that we can draw from these experiences.

We put OATS into a situation where the only constraints were those that would be imposed by actual pedagogical use, and this allowed us to discover interesting implications of how learners interact with social software. For instance, we did not anticipate the finding that highlighted text would help focus discussion. We also did not know if or how students would use tags and, while we found tagging usage to tail-off quickly, the insights provided by students could not have been garnered had we set a task that required them to tag. In so doing, we got a more accurate picture of how explicit annotations would be used by students.

We feel that explicit annotations do have their place, and we have found some evidence that suggests students find them a valuable addition when they fit into the pedagogy of a class. However, particular types of explicit annotations may require too much effort if there is not ample motivation (whether for self organization or interaction with peers). Based on these findings we are also working to evaluate how implicit annotations of learning content can be used in coordination with explicit annotations to provide a rich view of how learning content is used, and perhaps to better characterize it.

4. Data Mining and Implicit Metadata

More recently we have begun to explore how to extract information that is already implicitly available with web pages making up the content of an e-learning system.  The possibilities include understanding some aspects of the content through text-mining of natural language pages and/or image processing of video segments, as well as finding patterns in how users (learners and teachers) interact with the content.  These approaches have promise because they avoid the problem of motivating humans to attach appropriate metadata and the inconsistency that is often inherent when more than one person attaches metadata.  These approaches are hard, however, because the problem of extracting appropriate information is extremely difficult (AI-complete in the general case) and often computationally intractable.  Nevertheless, the e-learning domain has enough structure (tasks are known, users have knowable profiles, evaluation is often explicit) that such data mining approaches have considerable potential.

One of the specific content domains we have been looking at consists of recordings of face-to-face lectures.  Large, static online video of lectures is often underwhelming and uninspiring for learners with just-in-time learning goals.  Yet the success of video portal sites on the web (e.g. YouTube) suggests that learners would be interested in these kinds of materials if they could be contextualized and partitioned into appropriately sized segments.  With this in mind, we have begun to mine the structure and content of video lectures.  The simplest of the approaches we are taking is to apply optical character recognition (OCR) to screen captures of slides projected digitally and in order to try to associate keywords appearing on the slides with those in the instructor syllabus.  While this research is ongoing, we have identified that there are specific issues with text analysis of screenshots versus textual scans.  In particular, the extensive use of both non-traditional layout mechanisms and animations or graphics makes it difficult to determine when screen captures should be made.  As it is impractical to apply OCR to each frame of a video, we have begun to focus our efforts on the segmenting of a video into stable "scenes", where each scene represents a small piece of content (roughly a single PowerPoint slide, although our approaches are not specific to PowerPoint).

Our current work [2] has shown that there is a high degree of consensus amongst human raters on what constitutes a scene of a video for traditional PowerPoint lectures.  We investigated the task of how learners would subchapter video, and found that the majority of subjects don't create chapters based on the concepts within the video, but instead use characteristics of the stability of image content in a video to create appropriate chapters.  Using a variety of image recognition techniques, we were able to create accurate decision tree rules for the automatic sub-chaptering of lecture content.  While we have not yet deployed this system widely, we hypothesize that it will lead to more searchable video, as well as make automatic semantic annotation of video more viable. Further, the decomposition of video into subchapters provides a basis for associating usage metadata around video content.

In 2004 McCalla [24] proposed the ecological approach to e-learning, which essentially suggests that the large scale mining of log file data tracking learner interactions with an e-learning system can be used to find patterns that can allow the e-learning system to adaptively support learners (or teachers). Taking advantage of knowing the learner goals at a particular time, it was hypothesized that it may be possible to mine for patterns of particular use to helping the learner achieve these goals.  In this sense, learner modelling is active and fragmented, reacting to specific goals and needs of a particular learner at a particular time, rather than a process aimed at maintaining a consistent and coherent learner model of that learner.  Of course, if there is a consistent and coherent learner model, then the data mining algorithms should be able to take advantage of the structure inherent in the model to help them find and interpret the patterns.  The ecological approach thus holds out the tantalizing promise of removing the need for creating explicit metadata.  We elaborate on this further and suggest that instead of a structure of fields and tags, metadata is “...the process of reasoning over observed interactions of users with a learning object for a particular purpose”. [8]

As with the many of our other research projects, our experiments with trying to flesh out the ecological approach have been carried out in the context of the iHelp system, where many years worth of student interaction data have been collected.  Our early attempts to find patterns in this data foundered on its extremely fine-grained nature: clickstream level data is simply too low level to be very useful.  Thus, our first step was to transform the data into slightly coarser-grained abstractions, describing more pedagogically relevant steps. Data mining algorithms still found too many patterns, most of them irrelevant for e-learning purposes.  This led to concurrent top-down processes to identify pedagogically useful metrics that can be calculated from this slightly interpreted low-level data.  These metrics can then be computed real time and used by an e-learning system as it interacts with learners.  Another project underway is aimed at the group level: to find differences in learners’ behaviour between different groups of learners, for example learners in an on-line section of a course vs. learners in a classroom section of the same course (both of whom can interact with much e-content). A particular technique that has not been used in educational data mining, a version of contrast set attribute-oriented generalization [33], is being used to find patterns that might be useful in distinguishing the behaviours of two sets of learners, for example, the differences between on-line learners and in-class learners in the same course.  It is still too early to be sure that these data mining approaches will be effective, but we are becoming more confident that they will be useful, at least in specific niches.  This is echoed by other successful educational data mining research, for example used to detect students who are trying to game an e-learning system [25].
5. Conclusions

This brief survey of our experiences with social semantic web applications in e-learning documents a number of projects that were initiated, taken to completion of their research objectives, but did not manage to live on in deployed systems.  While it is clear that adding intelligent inferencing into e-learning systems is non-trivial and requires a well developed semantic framework, the effort on the part of learners to explicitly create semantically useful metadata is too great.  Further, the laborious tuning and scripting that experts would need to do in sorting through semi-automatically generated metadata is also too demanding.  Attempts to gather metadata and aggregate it appropriately seem to hold promise. 

Besides learning that semantic web technologies for e-learning metadata are not going to be a simple win, we do wish to focus on the successes we have had and look forward to extending and simplifying those technologies that are most promising.  Of these, OATS-style annotations are promising because they leverage the motivation of learners to make notes for themselves as they engage in learning activities.  MUMS technology holds promise when a sufficient critical mass of raw data has been gathered so that statistical and data mining algorithms might be able to recognize patterns of learner behaviour that correspond to important learning events.  We hope that our video-mining and usage mining experiments may yet allow us to understand what kinds of algorithms work to inform e-learning systems in different situations for different pedagogical purposes.

In order to move to the next level of metadata for learning resources it may be advisable to maintain more complex and less human-interpretable metadata.  In the learner modeling community there is a movement toward open learner models – making learner models inspectable by learners and other human agents.  There is a benefit to a learner to be able to interpret what the learning environment “knows” about him or her.  This requires a translation from an internal model to a presentation layer version that is suitable for human consumption.  With learning object metadata, we may need to move in the other direction – from metadata tags that are human readable through a translation process into a standardized internal knowledge representation that may be quite opaque to learners or teachers but semantically clear for intelligent agents.

There are three main general lessons that we can draw from our research.  The first is that there is no substitute for constantly trying to test techniques in the real world of student learning.  Often, a good technique in theory simply fails to scale well to actual learning situations, and apparently good ideas turn out to be unworkable in practice.  The second lesson is that it is very useful to have a large amount of data tracking student behaviour collected over many years that can be explored for pedagogical patterns.  Our commitment to the iHelp system over the past decade has provided us with both the real world situations required by the first lesson and the data required by the second lesson.  Indeed, thousands of undergraduate students from a variety of disciplines use iHelp every academic term creating a significant source of interesting user modelling data. Our third lesson, more speculative, derives from the first two: perhaps the most promising approach to empowering the semantic web for e-learning applications is to find ways to exploit the information that is implicit in the content of the web pages and the way they are used.  The shift is from adding extra metadata to a web page to leveraging the information that is already there.  There is actually quite a lot of information available: text, images, and video on the pages; various kinds of feedback from quizzes, problems, and activities undertaken by learners; links connecting pages to other pages; fine-grained keystroke level tracking data of learner interactions with the web pages and with each other; specialized structural information inherent in some kinds of e-learning material (for example discussion threads); etc.  Making sense of all this data is difficult, but there is huge potential, especially in e-learning domains where there is more structure and a better chance of knowing users and their goals.  
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that are useful, useable, appealing, and intuitive for people. It recognizes trat computers need to meet the
needs cf humans and should be designed with this primary goal in mind. The design process becomes
human-centered rather than machine-centered. This may seem like an oby ous goal, but all too often the user
interface is added on toward; been designed and built. By this
point, the interface focus: ving 10 the already built system, rather than focusing on what would be
ost useful, useable, appealing, and intuitive for humans

Imagine & machine is built to sort socks - you put in an armful of socks, press several buttons that idertify the
differenttypes of socks, and folded pais of socks come out the other end. Sure, the machine has a purpose;
people can adapt their laundry routine and learm to use the sock-sorter. But now people have to make sure




